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Abstract

Accessible human—computer interaction requires reliable control when conventional keyboards, mice, and
touch interfaces are difficult to use. This paper proposes a multimodal deep learning architecture combining
camera-derived hand gestures, appearance-based gaze estimation, temporal context, and confidence-aware
decision fusion. The design introduces independent encoders for hand landmarks and ocular imagery,
synchronized temporal modeling, adaptive modality gating, dwell-based selection, and an abstention
mechanism to reduce unintended activation. Privacy-sensitive inference is intended to run locally, with
explicit consent and configurable calibration. A subject-disjoint experimental protocol is specified to
evaluate classification, gaze error, end-to-end latency, task completion, false activations, and subgroup
robustness. lllustrative numerical tables and plots demonstrate how such a study could be reported; these
figures are not empirical measurements. The proposed framework prioritizes error-aware accessibility
rather than classification accuracy alone, and identifies deployment challenges involving lighting, motor
variability, occlusion, fatigue, and calibration drift.
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1. Introduction

Human—computer interfaces have historically been organized around manual pointing devices and
keyboard input. These devices are effective for many people but can impose substantial barriers on users
who experience reduced dexterity, tremor, limited reach, or fluctuating motor control. An accessible
interface must therefore support alternative interaction channels and permit each user to adjust sensitivity,
timing, and the physical effort required to issue a command.

Hand gesture recognition offers a contactless channel for expressing discrete commands and continuous
motion. A camera can estimate fingertip positions, joint angles, and hand trajectories without wearable
equipment. However, visual hand tracking is vulnerable to self-occlusion, clutter, changes in viewpoint,
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skin and illumination variation, and motion blur. Gestures can also be ambiguous: the same posture may
represent intentional input or ordinary movement.

Eye tracking supplies complementary information about the likely target of interaction. Gaze can direct a
cursor toward a region of interest, while a hand gesture confirms a selection. Yet gaze alone is not
equivalent to intention. Reading, searching, and examining screen elements all involve eye movement, so
systems that click solely on fixation may cause unwanted actions. The familiar problem of accidental gaze
activation motivates explicit confirmation and careful dwell thresholds.

Multimodal fusion is attractive because the two channels have different strengths. Gaze can provide rapid
spatial targeting with minimal hand movement, whereas a gesture can express a deliberate action. When the
gesture signal is weak, the interface may rely on gaze for navigation but postpone selection. Conversely,
when ocular features are unreliable due to glare or glasses, a recognized gesture may still support keyboard
shortcuts or accessibility commands.

Deep neural networks can learn representations that integrate spatial and temporal evidence. Landmark-
based encoders reduce dependence on background pixels, convolutional gaze encoders can represent ocular
appearance, and recurrent or attention-based modules can aggregate evidence across frames. Nevertheless,
improved recognition does not automatically yield a usable assistive product. End-to-end delay, accidental
activations, cognitive workload, and the ability to recover from errors are equally important.

The design proposed here addresses these concerns through separate visual pipelines, timestamp alignment,
quality-aware fusion, temporal smoothing, explicit confirmation, and an abstain state. Rather than always
predicting a command, the system can refuse an uncertain decision and request additional evidence. Such
behavior is especially important for actions with irreversible consequences, including deletion, submission,
or financial transactions.

Personalization is necessary because physical ability and visual behavior vary substantially between users
and over time. A fixed gesture vocabulary may exclude someone with restricted finger movement.
Likewise, fixed gaze calibration can deteriorate as head position changes. The architecture therefore
separates universal pretrained representations from lightweight user-specific calibration and configurable
gesture mappings.

Privacy is another central design requirement. Cameras used for gesture and gaze inference can reveal
sensitive information about faces, surroundings, attention, and behavioral patterns. The proposed pipeline
favors local processing, temporary frame buffers, opt-in collection, minimal telemetry, and clear controls
for pausing sensing. An assistive interface should not require continuous transmission of raw video to
remote services.

Evaluation must account for variation in people and settings. Randomly splitting adjacent frames into
training and testing subsets can inflate performance because near-duplicate images appear in both sets. A
stronger protocol holds out participants, sessions, and lighting environments; it reports per-user results and
confidence intervals alongside aggregate metrics. This design also includes usability-oriented outcomes
such as task success and unintended activations.
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The contribution of this manuscript is a reproducible conceptual architecture and evaluation blueprint rather
than a claim of implemented superiority. It specifies the data pathways, model components, mathematical
objectives, interface state machine, accessibility safeguards, and analysis procedures necessary for a future
controlled study. The illustrative results clarify reporting formats without misrepresenting synthetic
numbers as observations.

2. Literature Review

Camera-based hand tracking has advanced from engineered color and contour features toward learned
landmark detection. Zhang and colleagues (2020) describe MediaPipe Hands, a pipeline combining palm
detection and landmark regression on RGB imagery. Its practical relevance is that a relatively compact
representation of hand geometry can support interaction without a dedicated depth sensor. Nevertheless,
accurate landmarks do not guarantee that downstream gesture commands are interpreted correctly.

Gesture recognition systems commonly distinguish static postures from dynamic trajectories. Static
classifiers may use distances and angles between landmarks; dynamic models consider temporal ordering to
distinguish swipes, pinches, and held gestures. Recurrent neural networks, temporal convolution, and
attention are reasonable design choices, but their relative effectiveness depends on gesture vocabulary,
camera placement, and evaluation splits.

Appearance-based gaze estimation has also moved beyond tightly controlled laboratory settings. Zhang,
Sugano, Fritz, and Bulling (2015) introduced the MPIIGaze dataset from natural laptop use, highlighting
illumination, head pose, and cross-subject generalization challenges. Their work is particularly relevant
because accessibility systems should operate in ordinary rooms rather than require specialized laboratory
calibration.

The subsequent MPI1Gaze journal study (Zhang et al., 2019) reinforced the importance of realistic data
collection and cross-dataset evaluation. Eye-region images can encode gaze-related features, but model
output is sensitive to image quality and differences among participants. Therefore, screen-coordinate
calibration, confidence estimation, and head movement compensation must be evaluated independently of
raw angular accuracy.

Recent assistive gaze work has explored combining RGB, infrared, and depth cues. Tatinyuy and
colleagues (2026) present a hybrid multimodal gaze model, illustrating the continuing interest in robust
sensing under environmental variation. Such multimodal hardware can improve observability, but cost,
power, portability, and availability matter when the intended system must operate on consumer laptops.

Gesture and gaze can be combined at the feature level, prediction level, or interaction level. Early fusion
allows joint learning but can be fragile when a sensor fails. Late fusion combines predictions but may
discard relationships between gesture timing and gaze target. Hybrid fusion can use cross-modal attention
while retaining a fallback route for missing inputs. Quality-aware weighting is therefore a promising
architectural choice.

In accessible interaction, the goal is not simply to maximize the number of recognized commands. A false
selection may be more harmful than a delayed one. Decision policies should use confidence thresholds,
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time-based confirmation, undo operations, and distinct states for navigation and activation. These interface
rules form a bridge between perception research and practical human factors.

Personalization has emerged as a key consideration in assistive computing. Individuals differ in range of
motion, preferred gestures, fixation duration, visual acuity, and fatigue. A model trained on able-bodied
volunteers alone may underperform for the intended users. Evaluation should recruit diverse participants,
provide alternative command mappings, and avoid treating disability status as a single homogeneous
category.

Privacy and fairness remain open concerns. Eye movement can encode behavioral information beyond
command intention, while camera frames may capture bystanders. Moreover, subgroup performance can
vary with eyewear, skin tone, lighting, and hand morphology. Local inference, limited retention,
participant-level stratification, and consent-based auditing should be included in deployment and study
protocols.

Existing studies establish useful building blocks, but there remains a need for evaluation frameworks that
jointly report recognition quality, gaze precision, temporal delay, accidental activation, task performance,
and calibration burden. The present work therefore focuses on integrating these requirements into a single
testable pipeline with explicit abstention and fail-safe behavior.

3. Research Methodology

3.1 Study design and system requirements

The study is designed as a prospective, within-participant comparison of gesture-only, gaze-only, fixed
fusion, and adaptive fusion interfaces. Before any data collection, researchers should preregister primary
endpoints, accessibility inclusion criteria, consent procedures, data retention, and safety stop rules.
Participants should include individuals with different motor capabilities, eyewear conditions, and
experience with assistive technologies. The proposed architecture can be prototyped using a commodity
webcam and an optional eye camera; no empirical recruitment is claimed in this manuscript.

Functional requirements include pointer targeting, deliberate selection, cancel, scroll, and mode switching.
Nonfunctional requirements include bounded inference latency, no forced cloud transmission, configurable
dwell times, an emergency pause mechanism, and keyboard or switch-access fallback. Each user may
choose a subset of comfortable gestures, and the application should never infer consent from gaze behavior.

3.2 Processing pipeline

[Consent + calib[Video capture + time[ Hand [ eye preprocess[Temporal encoders{QuaIity-aware fusic[Confirm / abstain / act]

Figure 1. Proposed sequential flowchart. A low-confidence observation enters the abstention branch rather
than triggering an interface action.
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3.3 Data acquisition and preprocessing

Every frame is timestamped and associated with a session identifier. Hand crops and 21-point landmark
estimates are extracted where possible; eye crops, face orientation, and pupil-related cues are estimated
separately. Frames with absent or unreliable detections are marked as missing rather than filled with false
certainty. Landmark positions are normalized by hand scale and wrist origin, and eye images are resized
and photometrically normalized. Calibration targets cover the active display area, with repeated corner and
center points to estimate systematic drift.

H = {(x,y1,2)}, i=1,..21

Where H is the set of normalized hand landmarks; X, y, and z are coordinates and i indexes a joint.

vi = (i = po)/(d + &)

Where v is a normalized landmark vector, p is a joint position, d is palm scale, and € prevents division by
Zero.

3.4 Hand and gaze feature encoders

A hand encoder combines per-frame landmark geometry with short motion windows. A multilayer
perceptron transforms each landmark vector into a compact embedding, while a gated recurrent unit or
temporal transformer captures changes across consecutive frames. The gesture classifier outputs
probabilities over a user-defined vocabulary plus a no-command class. A separate gaze encoder processes
eye crops and optional head-pose features to estimate normalized screen coordinates. The gaze branch is
trained with robust regression and calibrated on each display.

he = fg(Ht: ht—l)

Where h is the temporal hand representation at time t, f is the learnable encoder, and 6 denotes its
parameters.

ge = fe(EuRy)
Where g is predicted gaze position, E is the eye image, R is head pose, and ¢ denotes gaze-model

parameters.

3.5 Confidence-aware multimodal fusion

Each branch provides both a prediction and a quality score. Hand quality depends on landmark visibility,
temporal continuity, and blur; gaze quality depends on eye detection, illumination, calibration residuals,
and head movement. A softmax gating network converts quality descriptors into nonnegative modality
weights summing to one. If a modality is unavailable, its weight is set to zero before renormalization. This
makes the fusion policy explicit and testable under missing-sensor conditions.

am = exp(qm) / Zj exp(q))
Where a is the weight for modality m, q is its quality logit, and j indexes available modalities.
Z = AnZn + Qe Ze

Where z is the fused embedding; h and e denote hand and eye branches respectively.
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P(c | z) = softmax(Wz + b)
Where P is the probability of command c, W is a learned weight matrix, and b is the bias.

The architecture must distinguish intended actions from ordinary gaze or hand movement. A finite-state
controller starts in an idle state, moves to target acquisition when gaze confidence is adequate, enters
candidate selection when a gesture is recognized, and commits only when temporal stability and a
confirmation threshold are satisfied. In uncertain states, the controller displays feedback but takes no
irreversible action.

3.6 Training objective and regularization
L = Ang + /‘lzLe + AgLC + /‘{4LT

Where L is the total loss; Lg is gesture classification loss, Le is gaze regression loss, Lc is command
decision loss, Lr is regularization, and A terms are weights.

Le = (1/N)Z; l gi — yil 2
Where N is the number of labeled samples; g is predicted gaze location and y is the reference target.

Loss weights should be selected using validation data only. Class imbalance may be handled through
balanced sampling or class weighting. Training should use participant-disjoint folds, augmentation
consistent with plausible camera variation, and early stopping. Hyperparameter selection must not inspect
held-out participant results. An ablation should remove gating, temporal modeling, and confirmation logic
one component at a time.

3.7 Interaction control and error prevention

The command state machine should include idle, pointing, pending confirmation, committed, canceled, and
paused states. A candidate action is valid only if the estimated gaze remains within the target region and the
confirming gesture persists for a configurable number of frames. The dwell period should be
individualized; a shorter interval improves speed but may increase accidental activation. High-risk
commands require a second explicit confirmation or conventional fallback.

A=1ifP(cl|l z) =2tandT = §; otherwiseA = 0

Where A is the activation indicator, T is confidence threshold, T is stable confirmation duration, and d is the
configured minimum duration.

The system logs command decisions without storing raw imagery by default. For a mistaken activation,
users receive immediate visual and optional auditory feedback, an undo affordance, and a one-step pause
action. A model should abstain when either camera confidence or temporal agreement is insufficient.
Researchers must document the false-activation versus missed-command tradeoff across thresholds rather
than presenting a single optimized accuracy value.

3.8 Evaluation plan and metrics

A recommended evaluation has three phases: offline recognition on held-out participants, real-time
interface trials under controlled conditions, and an accessibility-oriented usability study with individualized
settings. Lighting, camera position, eyewear, fatigue, and hand occlusion should be varied systematically.
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Participants complete target selection, scrolling, menu navigation, text entry shortcuts, and cancellation
tasks. Condition order should be counterbalanced to limit learning effects.

Accuracy = (TP + TN) /(TP + TN + FP + FN)
Where TP, TN, FP, and FN are true positive, true negative, false positive, and false negative counts.
F1 = 2PR/(P + R)
Where P denotes precision and R denotes recall.
MAE = (1/N)Zi llgi — yill 2
Where MAE is mean Euclidean gaze target error in screen coordinates.

Latency = taction — tcapture
Where Latency is elapsed time between image capture and interface action.

Primary endpoints should be task completion and unintended actions per 100 commands. Secondary
endpoints should include macro F1, gaze error, median and 95th-percentile latency, calibration time,
subjective workload, and user preference. Report paired differences with bootstrap confidence intervals and
predefine the smallest practically meaningful improvement. Missing trials should be counted and
explained, not silently discarded.

3.9 Privacy, ethics, and reproducibility

Obtain informed consent, provide a visible camera status indicator, minimize retention, and encrypt any
research recordings. Participants must be able to withdraw data where feasible and continue using
alternative input methods. Publish deidentified splits, preprocessing code, parameter settings, evaluation
scripts, and model cards when licensing and consent permit. Do not release raw face video without explicit
authorization.

4. Results and Discussion — lllustrative Only

No model training, participant study, or hardware benchmark was performed for this manuscript. The
following synthetic values are intentionally plausible examples for formatting tables, plots, and analysis
plans. They must be replaced by actual observations before any empirical publication or performance
claim.

Interface Macro F1 (%)  Gaze error Median latency Task  success
condition (pixels) (ms) (%)
Gesture only 86.2 N/A 92 82.0
Gaze only N/A 68 105 78.0
Fixed fusion 90.4 51 119 88.0
Adaptive fusion 93.1 44 124 92.0
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(proposed)

Table 1. Hypothetical comparison. The example suggests that improved task completion may justify
modestly higher latency, but no statistical inference can be drawn from synthetic entries.

Synthetic example: task completion by interface
100

lllustrative task success (%)

Gesture Gaze Fixed fusion Adaptive fusion

Figure 2. Example visualization of hypothetical task completion percentages, not measured outcomes.

4.1 Error and robustness reporting

Condition Gesture F1 (%) Gaze error (px) False actions / 100
Standard lighting 94.0 42 1.9

Low lighting 88.5 59 3.8

Partial hand 85.1 45 4.5

occlusion

Eyewear reflections 91.8 66 3.2

Table 2. Synthetic robustness illustration. Future analysis should examine whether the gating network
meaningfully limits degradation when one channel becomes unreliable.

4.2 Ablation and threshold analysis

Hypothetical Task success (%) False actions / 100 Median latency (ms)
variant

No temporal model  86.0 5.7 96

No adaptive gating  88.0 4.2 113

No confirmation 90.0 8.4 89

state

Full architecture 92.0 19 124
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Table 3. Synthetic ablation results. The demonstration emphasizes that confirmation policies can reduce
false activations even if they introduce latency. A real ablation must use matched datasets, identical
evaluation splits, and uncertainty estimates.

Confidence threshold Illustrative recall (%) False actions / 100
0.60 96 7.2
0.70 94 4.6
0.80 91 2.5
0.90 84 1.1

Table 4. Synthetic decision-threshold tradeoff. An accessible system should allow user adjustment within a
validated safe range.

Synthetic threshold sensitivity

False actions per 100 commands
s

0.60 0.65 0.70 0.75 0.80 0.85 0.90
lllustrative confidence threshold

Figure 3. Hypothetical decline in accidental actions as the confidence threshold increases. Recall may fall
simultaneously; both measures must be reported.

4.3 Interpretation and limitations

The constructed tables illustrate the expected analytical structure, not evidence of benefit. Any actual
advantage must be established through paired trials and appropriate statistical analysis. Threats to validity
include calibration differences, fatigue, interface familiarity, demographic imbalance, screen geometry,
hardware variation, and task selection. A complete report should disclose participant counts, uncertainty
intervals, failures, and negative results.

5. Conclusion
This paper develops a research blueprint for an accessible human—computer interface that integrates hand
gestures and eye tracking using multimodal deep learning. The central design contribution is a confidence-
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aware fusion mechanism linked to a temporal confirmation state machine, allowing the system to use
complementary sensing while withholding uncertain commands. The proposed methodology details camera
preprocessing, landmark and gaze encoding, adaptive gating, loss formulation, personalized calibration,
subject-disjoint validation, usability outcomes, and privacy safeguards. Its intended benefit is not simply
higher recognition accuracy but more dependable, adjustable interaction for users with diverse physical
needs.

The illustrative tables demonstrate how future researchers can compare task success, gaze error, gesture
classification, response latency, robustness, and unintended actions. Because these figures are synthetic, no
empirical performance improvement is claimed. Next steps are to implement the system, obtain ethics
approval where applicable, collect consented and diverse participant data, and evaluate the complete
interface in repeated real-world sessions. Particular attention should be given to calibration drift, user
fatigue, low-light operation, privacy-preserving deployment, and equitable performance across users.
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